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A CORPUS QUERY TOOL FOR SLA: LEARNING MANDARIN WITH THE HELP OF SKETCH ENGINE
1. Introduction 
Sketch Engine (SkE) is a corpus query tool which accesses large linguistic corpora in a number of languages. It has already been used productively in lexicographical applications, but not extensively in second language learning. We are interested in evaluating the utility of SkE as a language learning tool, presenting experiments we conducted using Mandarin Chinese second language learners. To date, little attention has been paid to study of learners’ actual use of corpora and their attitudes toward such use, according to Yoon & Hirvela, 2004; the present paper is an example of a study which does consider these questions. This is also one of a limited number of studies on corpus linguistics in Chinese learning. Pre- and post-testing were carried out, and the opinions of informants were sought, to ascertain to what extent they had benefited from the availability of SkE, and their attitude toward using SkE. SkE is described in Kilgarriff, Rychly & Tugwell (2004).
This paper first describes SkE in general terms, with an overview of the functions offered. The main part of the paper illustrates our experiments with learner informants. We made the Sketch Engine software available to students of Chinese, encouraging them to use it for vocabulary work, and while reading and writing. Students were encouraged to use SkE to figure out word meanings from context, for example, rather than resorting immediately to the dictionary. Also, where memorization of vocabulary is required, SkE can help the student to see how the words really pattern. 
The investigation includes analysis of feedback from informants, and of the short pre- and posttests. We explain and motivate our choice of informants, and the kinds of feedback and test questions used. We study our findings, and conclude that SkE can indeed be of service to language learners, although the way in which data is presented to learners does need some review. We also draw attention to some of the practical difficulties we encountered in conducting our experiments: because the number of informant responses was limited, our conclusions are based on qualitative rather than quantitative evidence. 
2. CALL, and Sketch Engine: some background

Computer-assisted language learning (CALL) is now of great significance and importance in the acquisition of second languages – especially English – in Taiwan and all over the world. There are entire journals devoted to research on the topic, including for example Computer Assisted Language Learning, published by Taylor and Francis. Corpora and concordancing have been utilized in language-learning settings as long ago as 1969 (McEnery & Wilson, 1996, p. 12). At Ming Chuan University, where the authors teach, and indeed at most language teaching institutions, the use of online resources is now commonplace in the language classroom, and listening labs are computerized. Ellis (1995) notes that CALL has a particularly important role to play in the acquisition of vocabulary, because this is the part of language study to which the student can most usefully turn his attention in private. Thus, teacher contact hours can be devoted to more communicative activities that cannot so easily be practiced alone. There is, indeed, a great variety of applications available on the web for students to use in private study, such as the Advanced English Computer Tutor (MaxTex International) and WordPilot (CompuLang.com), and many others. For English, WordPilot offers corpus analysis and concordancing features (showing how a particular vocabulary item is used in context) as does Camsoft’s Monoconc, which is available for other languages too, including Chinese. This system also lists the collocations in which keywords informants the most frequently.

Computer-based assistance for the learning of Chinese includes an early system described by Lam et al (1993), a program for teaching Chinese characters; there is also the expert system or “chat-bot” described in Wu & Zhang (2004), which participates in a conversation with the learner. The grammar patterns and rules for this system were developed from Chinese learner textbooks, not from linguistic corpora. The Sketch Engine – the software project which the present application is based on – does use corpora as the source of its analysis. It makes use of language data from the real world, and there is little doubt that in the future it could be used to bootstrap systems of the kind described by Wu & Zhang. More immediately, though, corpus query tools like Sketch Engine can illustrate to learners the different senses of a word (such as the two meanings of Chinese 轉機 zhuanji (“new opportunity; change of aeroplanes”) or of English bank) or help learners to discriminate between words which are similar in meaning, but have very different usage patterns (such as 結果 jieguo and 後果 houguo, “result; consequence”, where the latter is only used to describe an adverse consequence, as discussed by Xiao & McEnery (2006)).

Sketch Engine offers the following four key functions: Word sketches show the most common collocations of a keyword, providing a one-page summary of how the keyword is typically used: what its collocates are, and what contexts it appears in. This collocation information is based on the grammatical relations that obtain between words, not merely the fact that they are neighbors. Thus, given the police were quick to arrest the five suspects, the “arrest” word sketch shows “police” as a very salient subject collocate, and the lemma “suspect” as an object collocate, while “quick” and “five” would appear only as very low-ranking collocates. An introduction to Sketch Engine is provided by 
Also available is a Thesaurus, which helps students to find words which are similar in meaning to the keyword. Sketch Differences shows how two words (with very similar meanings) differ in usage, by summarizing and comparing the contexts in which each occurs. Each of these three functions, therefore, provides a brief summary of word usage. Finally, hyperlinks to the fourth function (Concordances) are provided, so that example sentences may be viewed. To describe concordancing as the “fourth function” does not, in fact, do it justice as it is the concordance which lets us inspect specific examples of language in use.
The Chinese version of the Sketch Engine uses a very large Chinese corpus, the Linguistic Data Consortium’s Gigaword. Occurrences of words are assigned classes according to their grammatical relationship with collocating words, and then ranked according to salience (a formal measure, based on mutual information, of the significance of the word in a given context). These characteristics of the Sketch Engine, together with the size of the corpus (large enough to incorporate many representative patterns), led us to predict that the software tool has a great deal to offer learners. The Chinese adaptation of SkE is described in Kilgarriff et al (2005).
Many teachers, at Ming Chuan University and elsewhere, have tried using corpora for class preparation, or even encouraged students to refer to them in their private study. Biber (2001) points out that “empirical analyses of representative corpora provide a much more solid foundation for descriptions of language use” than relying on teachers’ intuitions as to which language items are most useful for students to learn (p. 101). Some teachers, however, have found concordances too unwieldy to be of use; and corpus query tools may pull up word partnerships that are not real collocations, purely because they happen to be adjacent in the text. 
As noted above, SkE produces short summaries, Word Sketches, of how a word behaves: what its collocates are, and what contexts it appears in. This collocation information is based on the grammatical relations that obtain between words, not merely the fact that they are neighbors. Thus, given the police were quick to arrest the five suspects, the “arrest” word sketch shows “police” as a very salient subject collocate, and the lemma “suspect” as an object collocate, while “quick” and “five” would appear only as very low-ranking collocates. 
What this means for users is that word sketches give more reliable information about usage, and that because they are quite short, they can be conveniently used in any classroom with computer and projector facilities. In the same way as a teacher can use Google Images to flash up a picture of an object he wants to describe, one can show a word sketch to give students an immediate feel for appropriate usage. 

Wu, Smith & Huang (2005) give an example of how students might benefit from the use of SkE. The paper analyzes and compares the use in English and Chinese respectively of the apparently equivalent verbs express and 表示 biaoshi, finding that the two forms exhibit considerable differences. The Sketch Engine was used for the English part of the analysis, and revealed some interesting findings: for example, the first author, a native speaker of English, was not aware that the sentence The justification for this was <expressed> to be that it would thus be open to a court at a later date to review the matter of sex determination was a possible sentence of English.

It turns out that 表示 biaoshi does not occur with an object at all in the corpus; it is found with sentential complements such as 警方表示…有三名男子搭乘計程車到… (“the Police biaoshi’d (expressed) that three men were seen taking a taxi to…”)

 This mirrors the English legalistic usage, noted above, very closely. Another word choice, 表達 biaoda, maps more closely to the standard English use of express, as seen in Figure 2. Here are found objects such as 意見 yijian “opinion” and 立場 lichang “standpoint”. 表達 biaoshi and 表示 biaoda constitute just the kind of Chinese synonym pair that would cause uncertainty in the first author (as a native English speaking learner of Chinese).
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Figure 1 Chinese word sketch for 表達 biaoda
3. Experimental approach
We discovered at an early stage that enlisting students of Chinese as volunteer informants is no simple task. A general reluctance to spend a lot of time and effort on an experimental activity which offers no reward is quite understandable; therefore, every effort was made to package requests for assistance in a way which will appear attractive to the participants. Clearly, the result we expected from this research was that SkE will prove helpful for the study of Chinese and other languages. We emphasized to potential informants, therefore, that they stand to gain, particularly in terms of vocabulary acquisition, by taking part. Some used the product extensively

Preliminary approaches were made to establishments which teach Chinese to foreigners, both in Taiwan (Ming Chuan and Taiwan Normal Universities language centers) and the UK. Furthermore, a notice was published in the Chinese Language Teachers’ Association Newsletter, with a view to enlisting the help of American and other international teachers and students. The Newsletter may be viewed at http://clta.osu.edu/newsletter/0612/0612.htm (pp 34-35). 
After visiting and contacting target schools several times, we found that there were a number of challenges to face. One was the students’ Chinese reading proficiency of students from Ming Chuan’s Chinese language center. According to one of the Chinese instructors we interviewed, the students were mostly newcomers, with very limited Chinese ability, and virtually no reading skills, at the time of enrolment. However, even when we approached larger university language centers in Taiwan, with students at advanced levels of study, it was difficult to inspire teachers to support our efforts. Partly, we believe, this is because such language centers are not very research orientated, and may have been teaching very much the same materials in the same ways for several decades. Also, there is a general reluctance in Chinese educational circles to admit outside observers or researchers to watch classes, or to collaborate in promoting learning tools or materials amongst students. 
In fact, we had only a little more success with the UK institution which we approached. People there were certainly willing to help, and some students came forward to say they would like to try SkE out. Ultimately, though, it is the class teacher who is in the best position to encourage all class members to take part; a researcher without access to the class is simply not in a position to provide needed encouragement and motivation to the students. 
4. Procedure

The data was collected from late January to late April, 2007. Informants were asked to visit http://myweb.scu.edu.tw/~mralice/TraditionalPreTest.htm and take the pretest. After using SkE for a period of time, they then took posttest http://myweb.scu.edu.tw/~mralice/TraditionalPostTest.htm.

The informants involved in the study were 25 volunteers from two internet discussion boards, forumosa.com and chinese-forums.com. Both of these websites have a section where ideas are exchanged, and questions are asked and answered, about the learning of Chinese around the world. The informants were all volunteers, participating in the project with the aim of improving their Chinese language skills, and of helping out on a research programme.
Of the 25 informants, 19 were English speakers and 2 German speakers, 1 French, 1 Norwegian, 1 Indonesian and 1 Slovenian. 60% of informants had been learning Mandarin for 2 years or more. They were first asked to assign their own Chinese proficiency to one of five levels. 
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Figure 2 Self-assessed proficiency of informants, against pretest performance (%)
It will be seen from Figure 2 that the informants’ performance on the pretest correlates quite strongly to their self-assessed proficiency.
We also asked the informants about their use of language study tools. Nearly all informants use a bilingual dictionary either frequently or occasionally, and a similar proportion claimed to use some kind of language learning technology either frequently or occasionally. Only half of informants, however, made frequent or occasional use of a monolingual Chinese dictionary.

Informants were asked to give contact details and other personal data. The pretest which followed was to establish the level of their current knowledge of Chinese, and of collocations in particular. To measure Chinese proficiency, we tested their knowledge of Chinese synonyms and near synonyms. This idea was inspired by the work of Read (1993), who developed a word-association test in which test takers have to identify the associates for the target words. 
The sentences used in the pretest were adapted from utterances found on the web, as well as in the Gigaword corpus. To make the pretest accessible to those who had studied their Chinese in different locales, both Traditional and Simplified character versions of the pretest were made. Sometimes the utterances had to be edited manually, to force a situation where only one of the collocating phrases was possible. Examples of questions are shown in Figure 3. They are cloze type questions, where both insertions are theoretically possible, but only one answer is in practice likely: the reader with Chinese knowledge is invited to complete this sample of the questionnaire, without looking at the next paragraph.
	1. 编辑说他们不可能___他们收到的所有的信函。 

 The editor says that it is impossible to _______all the letters they have received. 
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刊登

to publish 
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出版

to publish 



	2.戴上眼镜后他也变安静了，而且面部表情很___。 

After putting on glasses, he became quiet and serious. 
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严肃

serious
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严格

strict  



	3. 这个小孩很聪明, 可是不太守_____的。

This boy is very smart, but he doesn’t not obey the rules.   
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规矩

rules 
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规定

 regulations


	4. 哇, 你猜对了! 你真的____我啊。 

Wow! You got it! You really understand me well.
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Figure 3 Excerpts from the Pretest

In the example, in fact, the left radio button would be selected to give the correct answer in each case.
The pretest was designed to include two distinct types of question. While both types make appeal to the linguistic context, the first type depends on collocational context, as illustrated in questions 1 and 3 in Figure 3. In question 1, the equivalent of “publish” 刊登 is associated with letters, the other with books; in question 3, 守规矩 is a fixed expression meaning “obey the rules”. Questions 2 and 4, on the other hand, depend on the pragmatic context: a person can be either严肃 or严格, and one can either了解 or认识 him or her, depending on the intended meaning.

It was hypothesized that exposure to corpora, concordances and Sketch Engine would lead to improved performance on collocational context questions. The exposure should have less impact on pragmatic context question performance.
Informants were asked to use SkE as often as they could in their studies over the following six weeks, before an invitation to complete a posttest was emailed to them. It was suggested that Informants might like to have SkE to hand when reading, or when tackling homework or exercises, and that rather than reaching for the dictionary whenever encountering an unknown word, they should use the functions of SkE to find out more about how the word is used, and in what contexts it occurs in the corpus. A walkthrough guide was written with the aim of explaining, in a straightforward way, how a language student might use SkE: it may be viewed at http://mcu.edu.tw/~ssmith/walkthrough. Here, the user is guided through the process of signing up for a username and password on the http://www.sketchengine.co.uk website. Then, she is shown how to use both the English and Chinese versions of SkE. 

We demonstrated the English version because it is easier to show some of the more difficult concepts in language learners are more familiar with: it is simpler to explain what a synonym is, say, by way of an English example. Some corpus linguistics concepts (collocation, for instance) are introduced to the informants, but technical detail is kept to a minimum.

A posttest, for informants who have taken the pretest and had some exposure to SkE, was prepared. Approximately half the lexical items tested were the same as the pretest, to ensure that the difficulty level of the two tests is reasonably comparable. However, some new items were also used, to guard against the risk of informants basing their responses on recollection of the pretest. 

5. Results
The pretest results (Figure 4) show that, as predicted above, collocation context questions are more challenging for our informants than pragmatic context ones. Thus, informants were better at selecting the right word given the situational information. When asked to choose the select the word that naturally collocates with some other word, regardless of the situation being described, performance is weaker.
We predicted that exposure to SkE would lead to improved performance on collocational context questions, and that there would be a minimal or lesser impact on pragmatic context questions. Confirmation of this from posttest results would have suggested strongly that the SkE exposure had worked, and that collocation skills had improved.
[image: image10.wmf]0%

20%

40%

60%

80%

100%

1

3

5

Proficiency


Figure 4: Average correct answers by question type
As is clear from Table 1, however, no such conclusion can be reached. It could not have been predicted that only 2 of the 25 informants who took part in the pretest would respond to the posttest call. This made it quite impossible for us to draw any conclusions at all on performance improvement through SkE exposure.

	
	Pretest
	Posttest

	Number of Informants
Number of Questions
	25

16
	2

16

	Maximum Score
	15
	15

	Minimum Score
	7
	15

	Mean Score

Standard Deviation
	11.4

7.39
	15

0


Table 1: Pre- and posttest results 
Despite the lack of concrete quantitative results, it was possible to gain some insight into the effects and attitudes of the informants using SkE, as users of the two discussion boards used to recruit informants also provided some comments on SkE’s potential as a language learning tool. On the whole, reactions were positive: “easy to use, very interesting, and powerful”, commented one informant. There was some dissatisfaction reported about SkE’s ability to parse Chinese correctly, in particular with respect to topic-comment constructions.  
One informant felt that SkE was good for “rummaging around” to build up vocabulary: exploring SkE links and learning about word usage by browsing, rather than searching for specific data. The same user noted, though, that a simple concordance, or even a standard search engine, could be used for the same purpose. We claim that SkE provides a convenient and concise summary that cannot be obtained from a concordance; we would argue, too, that search engine output is not linguistically constrained at all, and is therefore of very limited use as a language learning tool.
This informant’s observation brings out an important point, though. Currently, SkE works rather well for the sort of browsing-orientated data-driven learning experience that we might expect a highly literate and motivated learner to seek out. SkE was designed for lexicographers, not for language learners: it does not have the “look and feel” of a CALL application. Furthermore, although we did prepare a walkthrough guide for informants, we were not able to build SkE use into lesson plans, or give tailored or individual guidance on how students could make the best use of SkE for their own study purposes, because we didn’t know the informants personally, and were not involved in teaching them. 
6. Conclusions and plans for future work 

Although this project focuses on Chinese as target language, it is undeniably true that here in Taiwan many more people are engaged in the learning of English. Not only that, the authors both teach English in universities here, so the recruitment of large numbers of informants for an evaluation of the BNC-based English SkE would not pose a problem.

As a supplementary exercise, the first author will teach two large (around 60-strong) Practical English classes at Ming Chuan University, in the Fall semester of 2007. The two classes will be from the same academic department (at MCU, a student’s home department is a strong predictor of their performance in English class and exam results; thus, both classes will be at approximately the same average ability). One class will be taught in a traditional way, as far as vocabulary is concerned, using vocabulary games, definition and explanation by teacher, group brainstorming and sentence building and the like. This will constitute the control group.

The other group will be exposed to SkE from the start of term. SkE output will be shown on screen in the classroom at every class meeting; all new vocabulary will be introduced through Word Sketches, concordances and other features of SkE. Students will be asked to sign up for a SkE account, and use it for self-study and review (a check will be made to ensure at least that all students have registered). The exam performances of the two groups will then be compared.

This will constitute an important pilot study for MCU’s English Language Center. A number of teachers are interested in corpus-based approaches to English learning, and are planning to incorporate SkE in their teaching. A published, quantitative study on the effectiveness of SkE in the classroom would help teachers (within and outside MCU) to decide if it is an appropriate tool for them.

The designers of SkE are very keen to make the tool more effective for language learning. In collaboration with them, therefore, we will be experimenting with CALL add-ons to SkE, and an improved interface. One planned project is the automatic generation of cloze questions by SkE. An adjunct software tool, WebBootCat, is capable of generating corpora, from the web, which are statistically associated with a specific topic. From such a corpus, one would extract a list vocabulary related to the topic. One could then make a concordance for one of the top vocabulary items (v, for example "sandy"), and choose a sentence from it (S), which incorporates a highly salient collocating word c (such as "beach"). We delete v from S, and substitute an underscore. Distracters would be chosen from the set of words which are distributionally similar to v, but do not actually occur in collocation with c.
This procedure could in principle be used for automatic test item generation. Also, it is hoped to design a student-friendly practice interface, with the use of animation, amongst other features.
The successful use of corpora could make a real difference to the way Chinese is taught in Taiwan. The laborious grammatical explanations, lists of sentence patterns using invented examples, and lists of vocabulary items could often be supplanted by the use of real language data. Ultimately, this could usher in an adjustment of perceptions about the great difficulty of acquiring Chinese; we are confident that it would result in a more enjoyable and more fruitful language learning experience.
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Web resources

The Sketch Engine website: http://www.sketchengine.co.uk
Sketch Engine walkthrough website: http://mcu.edu.tw/~ssmith/walkthrough/
chinese-forums.com :http://www.chinese-forums.com/showthread.php?t=15356&highlight=sketch+engine
forumosa.com:http://forumosa.com/taiwan/viewtopic.php?t=58768&postdays=0&postorder=asc&&start=10
The Pre-Test in simplified Chinese: http://myweb.scu.edu.tw/~mralice/SimplifiedPreTest.htm 

The Pre-Test in traditional Chinese: http://myweb.scu.edu.tw/~mralice/TraditionalPreTest.htm
The Post-Test in simplified Chinese http://myweb.scu.edu.tw/~mralice/SimplifiedlPostTest.htm 

The Post-Test in traditional Chinese: http://myweb.scu.edu.tw/~mralice/TraditionalPostTest.htm
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